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Mark Pearson 

Okay.  Good morning everybody.  And again my name is Mark Pearson and I am 

[break in audio] application aware. 

This is difficult to meet the individual SLA’s in the cloud computing environment 

where change is frequent, the workloads differ; the legacy network can’t handle that 

type of application.  The networks also tend to be very rigid and static.  They are 

based on single tenancy, single applications or only few types of SLA’s for single 

classes of service. 

And finally as I mentioned, these networks are deployed with manual management 

techniques, CLI’s, scripting of the CLI.   

Okay, so this brings us to “What is the network vision?” 

The point here is that we need to now stop focusing on the manual configuration of 

the infrastructure.  The infrastructure now needs to become automated.  And instead 

we need to now focus on delivering services.  We need to now introduce a layer in the 

network that concentrates on the service delivery, the matching of those services to 

applications and the applications to users. 

So we are introducing a concept we call the virtual application network and this 

concept is based on the principles of software defined networking in which we have a 

control plane that hides the infrastructure, and instead concentrates on the delivery of 

these services.   
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Now one of these services is virtualisation.  Last week I was at the conference for the 

open network symposium and this is the conference for the open flow standards.  And 

the question asked to many panellists, is “What is the killer application for cloud 

computing?”  And clearly the answer was virtualisation.  And so here, not only are we 

trying to provide virtualisation but we’re trying to match it to application awareness 

and matching it to the configuration automation systems for cloud computing. 

Okay.  So how do we build this?  Well we start with an architecture that’s end to end 

that encompasses, campus, branch and data centre.  And across that end to end should 

be a management infrastructure, and this is what we call the flex network architecture.  

So we want to build on this type of architecture. 

So, if we take this starting architecture of the flex network and now what we want to 

do is introduce virtualisation and virtualisation with programmability.  And we do this 

by introducing the end to end control plane.  The end to end control plane being 

separate from the infrastructure, not necessarily embedded with every device, but 

rather a central control plane. 

Now, have we done this before?  And the answer is yes.  A couple of examples are 

where we have virtualised chassis’ with the technology we have it’s called intelligent 

resilient framework or IRF in which we can create a single control plane that manages 

multiple boxes or multiple pieces of infrastructure as if they are one device.  There is 

one configuration file, there’s one interface; it’s a central control plane. 

So we can leverage that technology to create a larger end to end control plane for the 

flex network.   

Another example is with wireless and AP management.  So, it’s very common now 

that access points are managed through a centralised control plane called the wireless 

controller.   

So, between these two technologies we can leverage that experience and now create 

the central control plane that manages a complete cloud computing infrastructure. 

Okay.  There are some other functions that are required beyond just the virtualisation 

and an important one that we believe in is in application characterisation.  And so, by 

introducing the concept of a template to describe an application instance, we can now 

use policy based management to match the network requirements to application 

requirements. 

Now these network templates need not be one for one for every application they can 

instead be a choice that the server administrator uses to match against his deployment 

of the application.  So, for example, the server administrator may have up to 200 

applications.  And instead of picking policy on a one by one basis and customising 

them they can choose from a set of network templates that represent capabilities of the 

network.  So this creates a fast automation between systems administration and 

network administration.   

The next step then is to take this network template and allow the server administrator 

who has matched that template to his application to create a concept of a virtual 

network.  So to the systems administrator the virtual network represents a logical 
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grouping of his servers and his applications.  At that point the service administrator is 

now ready to start the network.  And he simply says start and to the network the 

network now takes on this role of orchestration.  And it’s this job of orchestration 

through this end to end control plane that automates all of the infrastructure and hides 

all of that device by device configuration. 

This is the beginning of the end of CLI.  That now we go to an automated system 

managing an infrastructure and instead focus on the delivery of the service and in our 

case a virtual application network. 

So, if we look at our model of the end to end architecture called the flex network, we 

can now start to deliver these templates.  These templates as a layer above the 

virtualisation control plane.  As we deliver these applications we go through these 

functionalities of characterisation, virtualisation of the network and finally the 

automatic orchestration of the automation of the visors.   

So, even though we consider this game changing, it’s also familiar and comfortable 

technology.  Because it’s very analogous to what the hypervisor did to the server.  The 

hypervisor created virtualisation of the server; it created policy tools to rapidly deploy 

virtual machines.  So now we take the same concept and apply it to the network.  In 

effect we get the network hypervisor.   

So the network hypervisor, having these attributes of virtualisation, application, 

characterisation and orchestration of the actual physical infrastructure, just as the 

hypervisor did for the server.   

So much of this technology can be leveraged on top of open flow.  Open flow is a 

complementary technology to delivering the virtual application network.  So HP has 

actually been very involved with open flow from the very early inception.  It started 

with collaboration at Stanford University, with a project called Ethane and HP and our 

research laboratories called HP Labs was a key participant in this project.   

From there we instantly created a demonstration firm ware for our switches that was 

available with the open flow one [diode] standard.  We made this available to 

researches from early on and it became deployed throughout universities and research 

institutions.   

And then after this we started to see rapid deployment of acceptance of this 

technology and so we went from 10 to 20 to over 60 deployments of the open flow 

based firm ware.  And some of these installations are not only research or academic 

but they’re actually used in production and mission critical environments. 

And then finally last year the standards organisation for open flow was created, called 

the Open Networking Foundation and HP was one of the initiating members of this.  

In fact it is a member of HP that runs the standardisation of the protocol for open flow 

called the Extensibility Work Group. 

So, what does all this mean, open flow?  It does a couple of things to the virtual 

application network.  Number 1, it creates an open standard for device 

programmability.  And it’s through that open standard that helps the orchestration 

aspects of automating configuration.   
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And so what we have done is we have released up to 16 models now with open flow 

capability, and that will continue to grow throughout the portfolio.   

Okay, so let’s put this to use.  How does it work in a use case?  So, we talked about 

orchestration, we talked about virtualisation and we talked about – I’m sorry, 

characterisation, virtualisation and orchestration.   

So, let’s start with characterisation.  What happens here is the network administrator 

and systems administrator they work together to develop these templates.  These 

templates represent the class of needs that the system administrator will need.  These 

templates are stored within the network administration system; the end to end control 

plane.  Those templates are then published to a systems administrator policy tool in 

which the system administrator now sees these templates when designing his 

applications.  At that point the systems administrator has defined the virtual network 

with the applications, and when he’s ready to deploy he says “Start”.  This triggers 

now the orchestration aspects of the central control plane and which handles the 

complete device configuration throughout the network. 

So this takes an important aspect.  I talked about network delivery of cloud 

applications taking weeks or months and this reduces that from weeks down to 

minutes; literally five minutes of time to configure the network.   

So another thing to consider here is how do we ensure correctness and testability of 

the network?  Early on I discussed how we may have to configure 250,000 network 

attributes.  And those, if you consider that maybe 1 in 1,000 of those attributes can be 

an error, the hard problem for the network administrator is how to find that error.  

And with a system like this we can now automate that configuration and we can start 

to introduce tools that verify the network, that ensure its state consistency with the 

policy.   

So a little more on how we actually deliver this.  So, we have a tool that we call the 

IMC as a network end to end control plane.  And so we introduce a virtual application 

network policy engine and a virtual application network designer.  It is through that 

designer that we develop these network templates.  And in the case with a server 

administrated tool such as the hypervisor manager we have a plug in that allows that 

publishing of templates between the network administration and the server 

administration.   

From there the virtual application network policy engine will deploy or orchestrate the 

network for all of the configuration.  And so this is where we see an actual switch 

with the virtual application network policy configuration. 

Okay.  So we believe virtual application networks will deliver the cloud.  It introduces 

an end to end concept called the control plane which is a foundation of software 

defined networks.  It’s a control plane that is separate from the integrated data plane 

and thus provides an end to end programmable multi tenant environment.   

This allows us to number 1, to tune the network to application requirements.  And 

then we virtualise the network and orchestrate it into the actual infrastructure.  It 

enables the IT manager to use policies instead of CLI or scripts.  And, as I said, this is 
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now the beginning of the end of the CLI.  We have a single pane of glass to manage 

the network and orchestrate it with the systems administrative tools. 

So we believe this is the new model for networking in the cloud computing area.  It 

ensures choice, it ensure flexibility through the use of programmability, API’s, open 

standards like open flow, and it’s built on architecture that’s end to end that we call 

the flex network architecture; which we believe is the blueprint for developing 

network applications for the cloud. 

Thank you very much. 

Manek Dubash 

So now I’m going to ask Mark a few questions.  And if you have any questions please 

do put your hand up and we’ll put them to him.   

Mark, thanks very much for an interesting presentation.  The first question I have to 

ask, of course is, is this a big land grab for HP?  Obviously what you’re trying to do 

with all your flex this and flex that is to try and lock out Cisco.  

Mark Pearson 

No, I think we really believe in open system.  And that’s why there’s a stress here on 

programmability and open standards and API’s.  And so, yes, we would like to 

provide the complete solution.   

We think that many enterprises are really looking for the solution; the industrial 

strength delivery of virtualisation.  So it’s open, but we also would like to provide that 

end to end solution as well.  It’s open at many layers, it’s open at the device layer, it’s 

open at the control plane layer.  So we give different areas of the integration. 

Manek Dubash 

Okay, so you talked a lot about how the management side of things has to change.  

What we haven’t really touched on is how the physical network may have to change.  

Does it?  And, if so, how much? 

Mark Pearson 

Well the physical network doesn’t necessarily have to change, other than the idea that 

the control plane is separated from the physical network.  But the choices for topology, 

wiring, cabling, the physical layer all remain the same relative, same issues that the 

network administrator will still be concerned with. 

Manek Dubash 

And what about the kinds of attributes that need to change on the network?  You kind 

of mentioned obviously a few particular types of applications, Outlook, SAP and so 

on that were on your slide.  But can you kind of give us a bit more detail as to what 

exactly you need to change? 



APAC Press and Analyst Summit NetEvents 

Hong Kong – 25-26 April 2012 6 

Mark Pearson 

Sure.  I mentioned, an example where maybe there is five attributes for every network 

connection on a server work alone.  And so some of those examples are going to be in 

the large scale virtualisation parameters, it’s going to be in quality of service and 

service level agreements; bandwidth requirements.  And as well as security policies 

that may have to reflect regulatory or other interests for the enterprise. 

Manek Dubash 

Okay.  So just kind of zooming out a bit now and talking about SDN a bit more 

generally.  You mention virtualisation as the kind of killer app for this.  Well, 

virtualisation has been around – I remember writing that virtualisation back in 2000 

probably, maybe probably before when VM Ware started to become the big “I am” in 

that space.  Why are we only seeing SDN now?  It’s a bit late isn’t it? 

Mark Pearson 

Well, first of all you did mention the VM Ware aspect here.  And again what we’re 

trying to do is deliver the network hypervisor.   

The second aspect is that virtualisation prior had been delivered through often device 

by device configuration as I mentioned.  So we now need to centralise the 

management of that virtualisation. 

And the virtualisation also is not just a simple virtualisation, but now we’re trying to 

bind it to the systems administrator requirements.  I mentioned application awareness.  

And finally, we want to make this virtualisation capability programmable and open.   

And so these are some of the key evolutions from the virtualisation of yesterday. 

Manek Dubash 

I mean, you say ‘open’ but obviously you have your own proprietary technology 

involved in this.  What does open mean in this context? 

Mark Pearson 

Well open means – so there are a lot of developments in the standards community that 

are still evolving for the openness, and we are definitely endorsing those.  But we also 

are now delivering the solutions that may have our proprietary API’s.  And so we 

deliver those, we make them open; we publish them as we work towards the open 

standards. 

So yes, openness is a compromise between the proprietary and the open standard but 

we have to wait for that evolution.   

Manek Dubash 

So are you a software vendor, or a hardware vendor? 
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Mark Pearson 

I think we would like to think of ourselves as a networking solutions vendor.  And 

we’re using the concepts of software and programmability to enable the network.  

This is the founding tenant of software defined networks, is that we program the 

network and that the hardware – the difficulties of managing the hardware are hidden 

from the user. 

Manek Dubash 

So, will this software element be open source? 

Mark Pearson 

The open source-ness aspects of it, is it’s really the interface.  Okay, someone has to 

deliver the control plane and whether that’s open source or not, it depends on the 

actual drivers towards managing the hardware. 

Manek Dubash 

So, will anything be open source?  Will the hardware be open source?  We’ve had 

open source hardware. 

Mark Pearson 

Sure.  There are thoughts of open source-ness in the hardware as commodity switches.  

But there’s also a lot of value that continues to be added to the switches.  As I 

mentioned before, we need to think about the enterprise strength or enterprise grade 

delivery of these solutions.  So that really means standing behind the testing of the 

quality, the support processes and the ultimate integration with the solutions. 

Manek Dubash 

But the whole idea is, from what you were saying as I understand it, is that the 

hardware becomes just dumb, just a piece of equipment to shift packets from A to B 

and that’s it, that’s all it does, everything else is done in software. 

Mark Pearson 

I don’t think we believe it’s quite so dumb as you state here.  I think we believe that 

there will be an evolution, not a revolution.  That there is an evolution, not a 

revolution, and so for quite a while as we evolve towards these type of open systems 

we will have a hybrid model in which the switches, routers, they continue to run some 

value add in the embedded operating system, but they work in concert with this open 

end control plane. 

Manek Dubash 

Well I’ve got a few more questions here.  Does anybody on the floor have any?  One 

at the back there. 
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Vasile Radoaca, Vice President Strategic Projects & Solutions, Asia Pacific, 

Alcatel-Lucent  

I have two questions.  One is really about networking and enterprise and service 

provider.  So basically we have three types of networks.  One is the data set 

infrastructure, one is data set of connect and one is a network to deliver its services. 

So the question is, where do you see the open flow will be first adopted?  And where 

is the critical part of the network, this kind of technology being adopted?  So that’s the 

first question. 

The second question is, we have enterprises and other service providers.  Where do 

you think this new technology will play first as a key role? 

Mark Pearson 

Those are good questions.  Where will open flow and software defined networking be 

deployed first?   

We mentioned earlier what is the killer application.  I mentioned virtualisation.  And 

virtualisation has a key role in the data centre.  But also we see it as a key role in the 

enterprise campus as we start to deploy fine grain policies for user admission to the 

campus network. 

But the other use case of open flow and software defined networks is, as you mention, 

is finding its way into the carrier and the service provider networks.  And, in this case 

I think service providers are looking for new operational models that ultimately have a 

goal of reduced operating cost.  And they look for simplification of their networks, 

especially in ideas of traffic engineering, and back haul management. 

And so we’ve seen some of these ideas in the public recently.  For example last week 

Google had made an announcement how they’re using open flow to manage their 

wide area back bone. 

Manek Dubash 

Any more questions? 

Okay, so can we talk a bit more about the implementation side of it?  There’s a lot 

more questions that we could go into, like the ones you mention, but I’m trying to 

keep my powder dry, because we have a whole panel discussion also about the whole 

SDN generally.  So I’d like to talk a bit more about the kind of HP side of things.   

Where does this value, the VAN, where does that actually run?  Can you tell me a bit? 

Mark Pearson 

Where does it actually run? 

Manek Dubash 

Yes. 
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Mark Pearson 

So, we’ve created a control plane layer in our network management system that we 

call IMC.  And we have introduced modules there to take on this policy management 

and central control plane. 

The other aspect of that is adding an API to program that control plane, so that’s 

another piece to it.  And then finally integration with hypervisor environments and 

particularly our first phase will to be integrate with VM Ware’s V centre. 

Manek Dubash 

Okay.  And what about the other hypervisors? 

Mark Pearson 

The other hypervisors including the Linux environments will come later.   

Manek Dubash 

Okay.  Any further questions? 

Okay so finally.  You said you saw HP’s role as one of leadership.  What does that 

mean in this context?  Are you kind of chairing all the panels and sort of willing 

people to do what you want? 

Mark Pearson 

Sure, again.  I think we consider ourselves leadership, in that we would really like to 

provide the end to end solution, especially to the enterprise customer.  But we also 

recognise that these are now systems of openness and that we provide those options of 

openness depending on the integration requirements of the customer.   

So again, we can provide the API programmability to the control plane; we can 

provide direct programmability to the device.  And we don’t really see these as 

mainstream for the enterprise, using those programmability, but they often cite 

exception cases where they need that.  And this provides an insurance to do 

exceptions in the network.  Maybe it’s for a regulatory reason; maybe it’s for 

integration reasons, mergers and acquisitions or for other security policies.  But this 

gives the customer an additional insurance of programmability and exceptions to the 

delivery in solutions. 

Manek Dubash 

Okay.  Any more questions before we wrap this?  One here. 

Dr. Atsushi Iwata, Assistant General Manager of Cloud System Research 

Laboratories, NEC  

I have a question about the national standardisation activity.  Currently open floor is 

being standards ID, ONF which is open network foundation and if we think about the 

orchestration system in the whole then there are a couple of the standardisations, not a 
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standardisation but a couple of activities like, for example, open stack, which is 

orchestration system standardisation or open source activity.  Which is going to have 

some the API for the network, which is, it is for open flow for example. 

The other one is [PM] form, perfect management forum which is able to the 

[budgetisation?].  We oriented some of the standardisation.  

Do you think, what is a good system as a whole to standardise these open 

standardisation as a whole?  Do you have any idea?  Which kind of standard interface 

should be standard in which area, or something like that?  Do you have any – if you 

have any thoughts then that would be good. 

Mark Pearson 

This is an excellent question on the greater eco system of deploying clouds.  So, as we 

mention here in end to end control plane, I think what we believe is that that layer 

becomes a layer of modularity for hiding the infrastructure of the network.  And so 

that layer does need an open API that needs to be developed and depending on which 

standards, organisations, seek to do that, that’s to be seen.  But mentioning open stack, 

open stack now is defining standardised networking interfaces, one of them called the 

quantum interface.  So it’s actually a piece – it’s something that we’re starting to 

demonstrate how this in the control plane, can now be interfaced into something like 

an open stack, our quantum interface. 

Manek Dubash 

Okay.  One more questions at the back? 

Phil Hassey - CapioIT 

Organisations deploy perfect technology and perfectly.  So, how are you in HP 

working with customers to transition this?  Because, as you say, you’ve got to do this 

over investment period and with [indiscernible] previous investment, so how are you 

working with your services business and other parts of HP to work with customers to 

take them on the so called journey to this, rather than just make a bad mistake early on, 

because they thought they’d get too much too soon? 

Mark Pearson 

HP as whole introduced an idea called the converged cloud about a week ago.  The 

idea is to take complete HP portfolio, including public cloud services, consulting 

services as well as some of the other layers in the higher layer cloud orchestration, 

called cloud maps, and make these available as a complete solution operating to the 

customer.   

Now, for networking specifically I talked about hybrid models, in which we can 

deploy these end to end control planes in a hybrid fashion.  What I showed you here 

today was a first phase, in which we concentrate on the edge policies for managing 

the attributes for entry into a virtual network that’s aligned with server administrators. 



APAC Press and Analyst Summit NetEvents 

Hong Kong – 25-26 April 2012 11 

Manek Dubash 

Does that answer the question? 

Phil Hassey - CapioIT 

You can from an HP point of view. 

Manek Dubash 

Okay, thank you.  One more question at the back there. 

Vasile Radoaca, Vice President Strategic Projects & Solutions, Asia Pacific, 

Alcatel-Lucent  

So, from the technological point of view this is one of the protocols, and they do have 

other protocols that play in the data centre infrastructure, networking and data centre 

connect, which I think open flow will play the first things.  But other protocols like 

[Trial?] for example in which, just ratified this year in IT have and [indiscernible].  So 

the question is how do you see all this protocol will work together?  Do you see a kind 

of correlation between them, kind of working together, or open flow will kind of 

replace along the road these protocols? 

Mark Pearson 

I think, we think that a hybrid model is very legitimate; that these protocols can co-

exist with a remote control plane managing some aspects of the network.  We want 

this control plane to really focus on the policy attributes that are relevant to deploying 

cloud applications.  But it can also be used to manage end to end connectivity, to 

manage the topology.  But also with these protocols, are also fairly tried and true and 

stable, such as OSPF and then the emerging trails for us path bridging, for managing 

the interior of the topology.   

So, I think we believe there’s compatibility, a hybrid approach, an evolutionary 

approach that accommodates both. 

Manek Dubash 

Any more questions before we draw this to a close?  You’ll have some opportunity to 

ask some questions of the next panel, of which Mark is going to be a member.  So, 

with that I’d like to say thank you very much Mark, thanks for the presentation and 

we’ll move on. 

Mark Pearson 

Thanks very much. 

 

[End] 


