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Good morning, ladies and gentlemen.  I hope you are as happy to be in Miami as I am.  

I love coming here. I have come here since I was eight years old when my 

grandparents retired here. It is always a pleasure to come back, especially now since it 

really is the gateway to Latin America. So, I am really happy to be here and I look 

forward to meeting many of you throughout today and tomorrow. 

I will be talking about the SDN revolution and the power it brings to the people, the 

people being the users of networks and those who deploy and operate networks. 

Casey listed the reactions to SDN and he left out the four that I was thinking of.  

Denial, anger, resignation, and acceptance. These are the reactions we have to the 

death of a loved one. What has died here? 

What has died is the old way of doing networking. It is a challenge to absorb it in a 

short period of time so it will take a while for the industry to understand what the 

impacts really are and for the practices to change, and for the culture of networking to 

change. 

I will walk you through how this came about and how it actually operates. I hope to 

explain to you what it means to me and where I think this movement is going. It is 

surprising that it is a movement. It is not just a technology, it really is. It is a 

community, it is a tsunami of sorts. 

I am working with the Open Networking Foundation. This is a full time job. I am 

employed by the Open Networking Foundation. For the first year and four months of 

our public existence, I was the only employee. Now I have brought some staff and we 

will be adding more staff because we are growing faster than anyone anticipated. 

The question of why do we have or need Software Defined Networking? 
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Casey was right. There is no single killer app. You ask every user or every deployer 

and they have their own reasons for it. I have listed some of them here. 

The service providers have ample reasons to want some change in how networking is 

done. I have shown some here. I think probably the overriding reason behind all of 

these is they want to be able to control their own future. They want to make the 

network do what they want it to do, very directly rather than waiting for a very long 

cycle involving standards bodies and vendors. Our movement is quite obviously being 

driven by the web 2.0 hyperscale data centre operators, Google for example. These 

have a direct need and direct short term measurable benefit from adopting this 

technology. 

However, it is really remarkable that what they have noticed and taken advantage of 

early on will permeate all the enterprises. The public data centre operators, the private 

ones as well. The notion of virtualisation is really central to what we are doing and 

you will see that networking is kind of late to the virtualisation game. 

The Cloud providers who have either multiple tenants or multiple functions within 

their organisation, but who want to use the same shared infrastructure, are finding that 

it gives them cost and performance and control benefits. 

Then of course, where we have big data, and we are going to see more of big data tech; 

we will need big data to take full advantage of Software Defined Networking. 

With SDN, we are introducing what we call layers of abstraction that for some reason 

have eluded networking. It has been a trade and not a science. I will describe the 

importance of the open interfaces. 

OpenFlow is a protocol.I will show you exactly where it actually fits in and how I 

define the difference between SDN and OpenFlow. 

Looking around here, I do not see anybody here old enough to remember mainframe 

computers. We have some volunteers, how silly. I remember them. I remember when 

I was a little boy. My father took me to the office and I saw these computers. I wrote a 

report on it, it was during the summer, What I Did During the Summer. I drew a 

picture of these big boxes and I spelled computers o-r-s because that is how we 

spelled it back then. Those were mainframes and they did everything. They were built 

with their own hardware, they had their own operating systems, and the vendor, in 

three letters, wrote the applications. They did all the computing for everyone. 

Well, we have seen a massive revolution in computing, really in the last 30 - 35 years, 

where we went to just open markets for the processors that run the computing, for the 

operating systems, and for the applications. Therefore, we have a variety of 

competitors in the chip space for microprocessors. We have a clear open interface.  

We have three mainstream operating systems, but there are plenty of others for 

specialised needs. When you have open interfaces, you can do what you want. We 

have 4.7 zillion applications that now run on everything from computers and PCs to 

mobile phones. 

That is the benefit of having open interfaces. You have competition. You meet many 

more people's needs. 
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In networking today, we have these core routers especially.  They are the mainframes 

of their era in networking. We have custom hardware, which is custom silicon we call 

ASICs. Proprietary private operating systems that run all of the control protocols for 

networking and features built in, written by the manufacturer. 

The operating system is interesting because it is a computer operating system but it is 

also where the control of the network lies. 

We have now over little over 5900 RFCs; these are the internet standards written by 

the Internet Engineering Task Force or IETF. Every time there is a new problem to be 

solved, the IETF writes a new standard.  It has gotten to where it is just a Band-Aid on 

a series of other Band-Aids. 

When you have this many lines of code and you have to implement all these things at 

once on a proprietary operating system, you can imagine that the turnaround is rather 

slow. In fact, to get some new routing feature in, basically you have to go and get it 

standardised, and that will take a couple of years. Then you have to have it 

implemented by the vendor. That is another year and a half. It could be three years 

before you actually see it come out the other end of the process and it might not look 

the same as you intended when you fed the requirements into the process. 

However, this is what it has taken and I will explain that there is a historical good 

reason for it. 

We think SDN is going to take networking from the mainframe era to the modern 

computing era. Our equivalent is not microprocessors, but merchant silicon for 

switching, basically Ethernet switching. You will see there are other kinds of 

switching we will do. Open interface, this is important, and control plane, which will 

also have a lot of variety, then, hopefully, actual open applications. We do not have 

that now but we are going to get more and more of that. I will say what those 

applications can turn out to look like. 

We think that this revolution is because we are brilliant and we just thought of all this.  

This is not really the case. Technology has really gotten us to the point where it is a 

natural evolution. There has already been a trend from custom ASICs and FPGAs to 

merchant silicon. You will see even the major router vendors are incorporating 

merchant silicon from vendors such as Broadcom and Marvell. 

This is really interesting. From hardware and appliances, which we are still selling 

and companies are still going public selling appliances, to open software that runs in 

ordinary servers and ordinary operating systems. From a distributed control plane, 

where every node is equivalent to all of the others and there is no central point that 

runs control, to a logically centralised control plane. Logically means it does not have 

to physically centralised because we now know, after 25 years of experience with 

distributed systems and software, that you can have logically centralised computing 

functions that are reliable and not single points of failure. We have all kinds of 

redundancy, the way we have backups.  The fact that you can have these massive data 

centres, massive online services that run on cheap, ordinary hardware and commodity 

operating systems, says that we have to take advantage of that in networking. 



Americas Press & Analyst Summit NetEvents 

Miami, USA –  25-26 July 2012 4 

Then this is also significant to our thinking. We have had protocols before. We are 

moving more toward APIs.  So an application programming interface just says these 

are the pieces of information that will be conveyed back and forth across the 

programming interface. However, a programming interface is between two software 

modules that can run in the same box and you do not need the same formats and 

protocols as you do when things are remote and separated. In networking, we are 

always used to thinking of a new protocol and we tack it on there. 

When it gets to APIs, we have to take a different approach. We will start to follow the 

practices of the software industry. 

I am going to show you on this slide how things evolved from the way they are to the 

way they will be just in terms of boxes. There is a lot more than boxes, but this is a 

good start. 

We have here today a typical network with four of these networking mainframes.  

Each one is self-contained and autonomous. There is no headquarters of the network.  

This is how the Internet works and it was designed this way because, back in the 60s, 

the US Department of Defence for its own network said, "We need to have a network 

that will survive a nuclear attack. This is the height of the cold war, so if anything is 

wiped out, the others will learn to adjust. They will find out who is where, they will 

figure out what the network typology is, they will exchange state information, and 

hopefully they will settle to where we have a network state that is solid enough that 

you can actually get data through it". 

So, this philosophy served its purpose, but we have really outgrown the purpose. 

The first change is, let us take this distributed operating system control, all these 

protocols, and centralise it, at least a logical way. 

So, we take that out and we make what we call a network operating system or a 

network controller.  It is sort of in one place and it has a global view of the network.  

It figures out what to do. 

What about the features? We have got to replicate it in every device. Vendors have to 

put them in there, we have talked about the delays. Let us take those out and let us 

write them on top of the network operating system. Now you write them in one place, 

you have a consistent system-wide view with which you can write these features. 

Now, if we just have custom hardware there, it does not have to be so custom. It is not 

running millions of lines of code. You just want to be able to process the physical 

layer as fast as you can. We have seen the evolution of Ethernet. So, if we replace 

these with simple packet forwarding devices, now we have a Software Defined 

Network.  All these do is process Ethernet packets. 

So, we have features, we have control programmes, and what we have really done is 

separated forwarding from control now. Control is up there, forwarding is here. This 

seems revolutionary to us in the datacom world. Wow, we have discovered the 

separation of forwarding and control. 
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Any of you who have been around the telecom world for a little while, you know that 

they have had this notion for just maybe 50 years, maybe 100 years. It is how circuit 

switching has worked and it works really well if you know what you want to do. 

There are three important elements here that I think really define SDN. 

The first. We have a well-defined, global view of the network that you can 

programme to. This network OS is the controller and this can run in an ordinary 

server, running an ordinary operating system. It can be written by ordinary 

programmers, not specialists who only know one vendor's proprietary operating 

system. So, there is a whole world of people who can do that. 

Number two. In this network operating system, or in the features and control 

programmes, you can now calculate the routes. You can also incorporate everything 

you want the network to do for you. I have just written a few here.  Security, policy, 

quality of service, traffic engineering, business objectives. You can actually tie the 

network to business objectives by writing programmes that will make the network do 

what the business needs it to do. 

I mentioned if you want to introduce a new routing protocol in today's network, you 

go through maybe a three year period of doing it. Yes, you want to write something 

that says you have got to move things in a different way. For example, if you have 

trans-border data flow regulations, and certain data is not allowed to leave the country, 

as is true in Europe, you can actually say certain kinds of traffic will follow this route 

and never leave the country because you know where these things are. You can do a 

new routing algorithm and get it online in three weeks, not three years. 

SDN to me is separation of forwarding from control and a programmatic interface that 

determines how the network operates through ordinary software. 

So, the network operating system figures out what the routes should be, how traffic 

should flow for however you define a flow. 

How do the switches know what to do? That is where OpenFlow comes in. You need 

an open interface to packet forwarding and we call that OpenFlow. This is a protocol, 

because it is between two things, and it simply conveys to the packet forwarding 

devices, to the switches, how to fill what is called a flow table. You define a flow any 

way you want. If the header, actually it could be any part of the packet, looks like this, 

then you take this action. The switch does not really have to know what it means. It 

can be any bit pattern. If it sees this bit pattern, it takes this action. 

Now in reality, to implement this in hardware, you have to restrict what parts of the 

packet the hardware might look at. However, that goes away in software. It will go 

away more and more as the chips get more general. 

When I was at Bay Networks in the mid-90s, we had multicast. We did a lot of work 

standardising different kinds of multicast that we put into our router. Nobody uses it.  

It has been around 17 years but nobody uses multicast. Why? It is impossible to 

configure and manage. I do not know how many million lines of code there are in 

these routers. 
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Here, want to do multicast, okay? In comes a packet and it looks like this, header or 

payload, it does not matter. You send it out these two ports and then at the next one 

you send it out whatever ports you want. You just tell it what to do. You programme 

multicast per flow. If you do not know what to do with it, you send it up to the 

controller, which will figure it out. 

When you separate forwarding from control, you have to have some way for the 

forwarding elements and the control elements to communicate. That is the OpenFlow 

protocol. Once you have that in place, then you can have all of the stuff up here. This 

is where the value is for businesses and operators, to be able to programme those 

things in. The value of OpenFlow is that it is a standard way of doing this. You cannot 

really have a viable software-defined network without separating forwarding from 

control. If you do separate forwarding from control, you need some protocol for them 

to communicate. We have a standard, we might as well use the standard. OpenFlow is 

a subset of SDN, but I think it is a critical element. 

Now I have mentioned information flowing down to the packet forwarding devices 

from the network OS. There is also an equally important flow upward, which is 

measurements that the packet forwarding devices take of the state of the network.  

Counters, statistics, whatever might be state, they send it up. Over time we are going 

to get more and more information coming upwards about the state of the network. 

This is where big data comes in. We have to actually use that information wisely so 

we can achieve all those things listed and numbered here. We are not there yet, but we 

are on our way. 

This whole phenomenon happened like most phenomena, accidently. I will describe 

what the frustration was, but the Clean Slate Programme at Stanford started working 

on this, what if we could design the Internet with a clean slate, and came up with this.  

Fortunately, you do not have to have a clean slate. People are introducing OpenFlow 

capability and SDN really one node at a time in existing networks. Some PhDs came 

out of it, plenty of students are still studying. An ad hoc group of people who 

supported the Clean Slate Programme from companies, and others who heard about it, 

started meeting on Tuesday afternoons at Stanford. They wrote various versions of the 

OpenFlow protocol. People started playing with it, implementing it, open source at the 

student level. Then the industry participants said, "You know, we have got a thing 

going here, we really should get the whole industry behind it" and they decided to 

form the Open Networking Foundation. 

We were launched in March of last year. I joined on launch day, having been in 

discussions for quite some time before that. We took over OpenFlow from Stanford 

University. They transferred the trademark rights and we organised the technical 

working groups that I will tell you about. We started issuing updates to the standard to 

meet the needs of a commercial market. 

Our goal is to take this valuable research idea and make it a commercial success. 

Probably the most important thing we did was to introduce IPv6 as a capability of 

OpenFlow. That came out in December. 
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We are fostering interoperability. We are working on conformance testing, 

management, and more. 

ONF exists as a new organisation because the students said, "Gee, I am used to 

programming everything in my life, I cannot programme the network.  What is wrong 

with this picture?"  and the faculty researchers said, "You know, I would like to 

continue to do research on networking, but I cannot. No device will process anything 

other than IP. What if I want to experiment with something that is after the Internet 

Protocol?" People were actually leaving the field of networking research because it 

had become derivative. Then the users said, "You know, I would really like a 

standards organisation that meets my needs and that I can drive." 

So we were formed deliberately as a new organisation. 

Our vision is to make SDN the New Norm for Networks. Five to 10 years from now, I 

want us to look back and say, "Can you imagine we did it the old way for so long?"  

Our mission is really measured by the vibrancy of the market. That is how we 

measure our success, not how we produced 12 standards and those sorts of things. In 

the market there is demand from customers. Are the vendors getting out there with 

products? Are they selling them? Are people deploying them? Is SDN in the RFPs 

from the operators? Our operation is, as I will explain,  driven by the user community. 

We have seven companies on our board of directors. We have a total of 72 [now 73] 

member companies. Membership is open to anyone willing to pay $30,000 a year.  

You will see we have major data centre operators and global service providers. I am 

actually pleased we have one of our alternates on the Board in the room, Prodip Sen 

from Verizon. He will be on the panel with us in a few moments. You can see we are 

quite global in nature and our representation is very high up in these organisations.   

This is a very serious undertaking for them. They devote considerable resources to 

this. We also have the two professors representing themselves who founded this 

whole movement. 

Our governance is a little unusual by design. You see there are no vendors on the 

Board. The working group chairs are not selected by the vendors. Sometimes we have 

vendors' employees as chairs of our committees, but they do not pick themselves.   

They have to go through an application process to the Board. We are trying to 

standardise, not as much as possible, but as little as necessary, to make this market 

grow quickl,y especially as we get into software, which is not amenable to the same 

kinds of standardisation. 

We are based in Palo Alto and we really try to operate like a Silicon Valley start-up 

company, understanding what our mission is, focusing our resources on it, being agile 

and lean. 

Here are the other members. This is a pretty wide cross-section of the industry. You 

see we have additional service providers, not just those on the Board. From Korea to 

Turkey. We have every major network equipment provider as an active member here.  

We have basically all the semiconductor companies. We have major software 

companies, VMware, Citrix, Infoblox. We have the four main computer companies, 
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IBM, HP, Dell and Oracle. Why are they here?  Because networking is now critical to 

their computing strategy. 

Networking will become a part of computing because you are just computing things, 

you are virtualising things, you are trying to treat one set of resources in a consistent 

way for your business purposes. 

We have very large companies here. We have companies who have 20 or 25 people in 

them. They all pay the same price. 

We have some chartered working groups, chartered by the board. Appointing chairs: 

here is your mission, here is your timeline. We have others that are so-called 

discussion groups that do not yet have chartered per se, but this gives you some idea 

of the scope of our activities. 

The most recent one, which is only less than two weeks old, is Architecture & 

Framework. We will look at the scope of SDN that we cover with the functional 

elements what the interfaces are. This is will be our definition of the SDN world. 

We have a group that is called Extensibility for historical reasons. They develop the 

OpenFlow protocol, and we are very active in configuration and management, really 

just for switches, not for controllers at this point. 

There is quite a lot of activity in testing and interoperability. We had a tremendous 

interoperability show at Interop in Tokyo, also Las Vegas. We have a Plugfest coming 

up again. We are seriously looking at what it means to have a hybrid switch or a 

hybrid network. We have OpenFlow and Legacy capabilities in one box, and they 

might be trying to share resources. How do you make sure that works without some 

kind of indeterminate state or error state? 

Groups that are very active but not chartered yet are something called OpenFlow-

Future.  This is looking at forwarding plane models, and in particular to take 

advantage of hardware capabilities for hardware switches, not just software switches. 

There is software at the edge; there are people wrapping the networking with SDN 

and tunnelling through the Legacy stuff. However, there is a lot of value to having this 

in the core and not just at the edge and that is what we are looking at there. 

The northbound API, what does that mean? I showed you the controller, the network 

OS. The bottom of that, the southbound as they call it, is the OpenFlow protocol.  

What is above it looking upward? The northbound API. We are studying that. 

However, we are very careful about not over-standardising, or standardising too soon, 

or standardising at all if it is not necessary, because what goes on above that is mostly 

software and it can be in one single server. That is not how the software industry 

works. 

Most of the popular APIs are not determined in a smoke-filled room like people like 

me. We want to see what the market will come up with, but we want to understand 

what the network needs to know from the applications or what the applications need 

to know from the network. In particular, we think this is where there is going to be 

really good insight into how you create services based on this network capability. 
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I have not mentioned OA&M [operations, administration, and maintenance]. We  

have talked about it in here and we are going to talk about in Architecture & 

Framework. We know it is really important. We do not know how much new needs to 

be done. We know there are massive investments in existing systems and we want to 

make this easy to slot in. 

We just started work in what we call new transport. Right now, the OpenFlow 

protocol is pretty specifically Ethernet frames and IP packets. So you can see the 

MAC address or VLAN or MPLS header, a tag, and IP address. What if you want to 

use OpenFlow to switch wavelengths, or fibres, or wireless channels, or something 

else? We have a group very active there, running ahead, mostly with optical switching.  

Some of our members have deployed OpenFlow over optical networks, but it is not in 

a standard way. There is a demand for that. 

We have a Market Education Committee. I guess it is similar to the Marketing 

Committee of the Metro Ethernet Forum, but we are a very technical board and we do 

not understand marketing so market education is what we call what we do. This is our 

effort to help people understand what SDN is. We try to use language that describes 

its benefits more than the technology behind it. 

Just a few success stories here. You might have heard about Google. Their G-Scale 

WAN connects their entire global data centres. They have the external network and 

internal. This is the internal. It is much larger than their external network. It is one of 

the largest networks in the world. They converted to a 100% OpenFlow network.  

They achieved network utilisation of 95%, way up from what it was before, and these 

other advantages that I have listed here.   

They built it themselves because they had to, but they said, "If I can buy this stuff, I 

will buy it, but I need it right now." They did the whole thing in 18 months, they 

turned off the old network in January and they have never looked back. 

Here are another couple of other examples. This year is going to be a year in which 

many more people say, "I am deploying it. Here is what I am doing with it." 

Genesis Hosting in Chicago is such a classic example of multi-tenant hosting. What 

do you want to do? You want your tenants to control their virtual network as if it is 

their own network. 

When these things succeed, so that enterprises can trust the Cloud providers to give 

them what they want and give them control they did not even have when it was their 

own network, you are going to see many more enterprises relying on Cloud services, 

especially small and medium ones that do not want to have their own IT shop. 

They had advantages that allow them to serve more customers, improve their margins, 

and lower their prices to become more competitive. 

NTT Communications over in Japan have launched this enterprise Cloud service to be 

a global service to compete with the over-the-top providers that are doing that. 

When I talk to service providers, I hear, "Gosh, I need this to save operating expenses.  

I just cannot afford them. The configuration costs are high. Or, I need it to save capital 
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expense. Equipment costs are driving me crazy. My traffic is going up and the 

equipment costs are going down but not very fast." Some will just say, "I need to be 

able to introduce new services, the one I want, how I want it. I have got to compete."  

Or “I am going to deploy this in a greenfield opportunity like this, then I am going to 

migrate it to the edge and the aggregation and the core.” 

So their Infrastructure as a Service gives their enterprise clients very fine-grained 

control over their computing resources and their networking resources. 

Where does this actually take us? I think networking is in for a very fundamental 

change where it will become part of computing and perhaps become a little less 

interesting. There will be less of a problem. The programmers are going to be the ones 

who have the power in the enterprise. People who just configure from command line 

interfaces will need to programme. It is configuration by command line interfaces by 

humans doing this. Number one, it takes time. Number two, it introduces errors. We 

are going to have so much better automated configuration. 

So for enterprise IT, and I really feel for the enterprise IT managers, there is no way 

they can be a hero. All they can do is avoid being a turkey. They cannot ever succeed.  

They can just keep from screwing up. I think this gives them an opportunity to show 

direct bottom line value to their business via the network. They can differentiate their 

business by how the whole IT operates. 

The network operators have a big opportunity. They can become adept at software 

and managing services. They can provide the infrastructure. Or if they do not move 

quickly in terms of software and services, somebody else will and they will end up 

being bit carriers. 

It could be that we will see service providers evolve to people that just want to be bit 

carriers and those that want to offer value added services. I tell you, for those that 

want to offer value added services, the tools have never been better than at this 

moment. 

I mentioned the applications before. I would like to see a lot of them. We have hardly 

had networking start-ups since the bubble burst in 2000/2001. Back in those days, to 

be a networking start-up took $150m in venture capital and you built a switch fabric 

chip. Now it is software. So our younger generation hopefully will do Web 2.0-like 

start-ups, what we call two guys and a dog. The dog is the HR department; they 

cannot give you a BMW, they cannot give you a retirement plan, but they can give 

you love. 

I want to see app stores. I think we will have app stores. I think there is a long tail of 

unmet user needs in networking that precisely focused apps will address. They will be 

inexpensive to produce. They will meet some long tail need. 

I think we are returning the network to the people that use it and deploy it. Some 

people have said this is the democratisation of networking. I hope that is true. I would 

like to see that happen. 
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In ONF, we really feel as though we have a high responsibility to move networking 

into this new realm of usability and programmability for the benefit of those who 

actually operate networks and use them. 

Thank you for your attention. 

 

[End] 


