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Mike Spanbauer 

Welcome everybody.  I think this topic in particular I will struggle to keep it in 30 

minutes.  The number of directions we discussed earlier, as well as the coverage that 

artificial intelligence applies to, it's a vast space.  I mean it's a field of its own and it's 

touching many facets of both technology in our lives in ways that we're not aware of. 

But particularly this panel today, we are going to talk further about how artificial 

intelligence applies to cyber security, how is it being used, what is it capable of, as well 

as where it's not currently developed?  So the way the future - what the future holds for 

us. 

But before we jump in, just a few terminology level sets.  Without getting academic, 

artificial intelligence is a very large field and there is a lot of language, frankly I don't 
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think any marketing programmes lacking in some way in capturing the capability.  But 

the machine learning, iterative heuristics, the other components are all elements within 

the umbrella of artificial intelligence and there are unique purposes and needs to use 

those elements of language within.  

But it's not different then, or parallel to, but rather components under artificial 

intelligence as a whole.  So I have an incredible panel and before we dive into some of 

the materials here just briefly go down quickly and introduce yourselves and 

organisation as well as you know… 

Ron Green 

Hi, I'm Ron Green, I'm the Chief Security Officer at Mastercard, I've been so for about 

three and a half years.  Funnily enough, I used to work with Mike Levin and Ron Layton 

when I was a secret service agent.  So I came up in security, I saw when hackers were 

not using cards for fraud, they were just stealing them and then trying to sell them.  But 

I've gone on to become the Chief Security Officer at Mastercard and I look forward to 

talking to you guys more. 

Gary Sockrider 

Hi, Gary Sockrider with NETSCOUT.  I'm the Principal Security Technologist with 

Security Division.  I've been at this game for well a lot of years, I won't bore you with 

how many.  I have been focused on networking and security for my entire career.  It's 

very, very interesting where we are today and where we're headed.  I'm excited to talk 

to you guys today so thanks for being here. 

Anup Ghosh 

Hi, I'm Anup Ghosh.  I was Founder and CEO of a company called Invincea and we 

were recently acquired by SOPHOS, I'm now Chief Strategist for Next Gen Endpoint 

security at SOPHOS.  Invincea developed one of the market-leading machine learning 

technologies for malware detection. 

Oliver Tavakoli 

Hi, I'm Oliver Tavakoli, CTO at Vectra Networks where I've been for about four and 

half years now and our - I've been - similar to Gary.  I've been in the security business 

for a long period of time, with more recently really the last five years of it really focused 

on applying a variety of machine learning and AI techniques, to breach detection in 

particular, from the point that something enters the network to the point where it does 

you grievous harm.  How can we use that time to the advantage of the customer rather 

than the advantage of the hacker? 

Roark Pollock 

Good Morning, my name is Roark Pollock, I am in product and marketing with Ziften.  

Our focus is helping customers secure their end points, their server infrastructure, and 

their Cloud infrastructure.  I've been working in the security space probably going back 



2017 Global Press & Analyst Summit NetEvents 

Quinta do Lago, 25-26 September 2008 3 

to 2005, 2006, when we started deploying shared security services into what then was 

known as the Cloud, so thank you. 

John Michelsen 

I'm John Michelsen with Zimperium.  We protect mobile devices, amazingly a vast 

majority of the computing, practically no protection.  You probably have no software 

on your device that is detecting whether or not the device is under attack, even as we 

speak right now.  In order to achieve that mission, we took the philosophy of wanting 

to put a nervous system on that device. 

So that it would sense attack, so it would feel what it's like for it to be attacked, whether 

it's network connection, via Apps, over Bluetooth, whatever the means you could attack 

that device.  That lent itself to non-deterministic machine learning in AI based 

techniques, which is why I wound up stuck on a panel. 

Mike Spanbauer 

So welcome everyone.  As noted, certainly we have a wealth of experience and 

capability.  It's an exciting topic, we won't be able to cover everything that you may be 

interested in during this session, so please seek out those up here on the panel after. 

We're happy to field questions since we certainly won't have time to cover all of them. 

So diving in, first of artificial intelligence it's not the thing that Hollywood often makes 

it out to be today.  The last 40 years in science fiction has had a number of fairly 

theatrical and interesting outcomes but we're not to this time of [unclear] machines. 

Frankly, what we're able to leverage effectively right now is the modelling, the 

algorithms, the heuristics, leveraging what we've seen, what we know, what the 

machines have seen and processed, and that's dependent on the data.  

So the first question actually for the panel is, how have you begun if you're already 

using it, or where do you believe customers need to be aware the data is coming from 

in order to best capitalise on what's offered by machine learning artificial intelligence, 

what are the capabilities today?  So Ron… 

Ron Green 

Sure, I'll start, so we already have dedicated deployments and interest in artificial 

intelligence.  You can look at our recent purchase or acquisition of Brighterion, it's an 

AI company to further build out our capabilities.  We use AI or advanced analytics to 

do analysis for card transactions, things that cards are doing, either the cardholder or 

the users of the cards. 

It allows us to monitor for transactions that tend to be fraud or will go fraud so we could 

predictively analyse and block or stop a transaction from happening.  We actually have 

a capability we call SafetyNet, which in its analysis of what things are happening, we 

can tell if a processor or an organisation that has established card limits, that they've 

actually been attacked based on the usage of the cards.  
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We're able to stop the attack before the attack becomes large scale.  So as an example, 

if you recall breaches where a processor gets attacked and there's $14 million extracted 

from the accounts in over a weekend, we are able through our network, our SafetyNet, 

we're able to do that analysis on what's happening with the cards and we can stop the 

activity after it started. 

We even have reports from secret service agents who have done surveillance on card 

organisations, they're going out to do their cash out scheme, and they get some money 

out.  Now some money will go out but we can limit - instead of $14 million in loss or 

multimillion dollars in loss, we can limit it to $50,000, about $100,000 in loss, because 

we can see the trend where these accounts are starting to go bad. 

We call it a SafetyNet because where the company faltered or failed and allowed a bad 

actor to get in, we can see that something has happened in that environment and we can 

limit the damage that that company is exposed to. 

Mike Spanbauer 

Thank you Ron.   

Gary Sockrider 

So I'm sure you've heard every security vendor on the planet tell you that they have the 

best artificial intelligence.   They have the best data, they have the best product, they 

have the best everything, right, that's everybody's story.  So what I want to talk about is 

really where it's important and how it can be used, of course from our perspective. 

We have access to a lot of data.  We take that data and we use it for defence, we use it 

for reconnaissance, we use it to understand what the bad guys are doing, we use it to 

help our customers, our clients, be successful in this war.  How do we do that?  So I'm 

not going to talk to you about how we've built this machine that's passed the Turing test, 

what we have done is we've taken this vast amount of data that we have access to and 

we put real humans in front of it, analyse it, and then we automate. 

So the automation is the piece that allows us to scale and it's the piece that allows us to 

react faster.  So it's really about taking that human intelligence and applying that in an 

automated fashion that is scalable, that's repeatable, and that's as fast as we need it to 

be.  Of course, we continue to pursue that in every direction, we continue to grow the 

scale, we continue to grow the speed, continue to grow the algorithms, everything is 

fine-tuned continuously. 

Is it perfect - absolutely not?  Anyone that tells you they have a perfect solution is not 

being honest.  But I think that we are making progress, I think there's a lot of room for 

growth, I think there's a lot of potential, so let's just keep pursuing it. 

Anup Ghosh 

But I think we should be clear, artificial intelligence, machine learning, they're buzz 

words and it's not a  silver bullet, it's not going to solve all of our security problems.  

However, there are some very, very good use cases for their use.  One example is 
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because of the volume of data that's available on certain types of threats like malware, 

there's effectively infinite - now we're out there. 

The problem with sticking humans on a malware detection problem is it's not a good 

fit.  Humans are good at making decisions, machine learning is very good at crunching 

very large data sets and recognising patterns.  So when we began our work it was 

actually part of a DARPA funded project in cyber genome which was essentially a math 

for the genome of malware. 

We developed models using deep learning that could train over very large data sets, 

taking advantage of things like AWS and [on demand elastic] cloud infrastructure to be 

able to process very large data sets.  More importantly, we're able to realise a trained 

model in a very compact representation you could put on an endpoint, That it actually 

super important.  

So you have academic research in AI machine learning but if you're going to develop a 

product it's got to be consumable, it has to be operational in a real enterprise 

environment, which means you have no tolerance for false positives.  You can't have a 

huge human team monitoring gazillions of false positives.   

So we are very good at being able to use deep learning which is used by consumer 

facing companies like Google, Amazon Alexa, Apple and so on in a security product.  

By very good I mean by performance measures of high detections of unknown threats, 

and that is the key.  We wanted to solve the problem of how do you detect threats that 

were not previously known and that is where machine learning gave us a very good 

advantage. 

But without a recognition for false positives you have an incomplete solution. So we 

had to have a high detection of previous unknowns and extremely low false positives.  

By the way, that is the real trick for these kinds of solutions, is can you keep your false 

positives to negligible.  There is still a very high detection of previously unknown 

threats in a very compact representation.  So that was what we figured out and what's 

going into SOPHOS's products today. 

Oliver Tavakoli 

Yes, I think Anup is exactly right.  I mean you have to really think about the problem 

that you're trying to crack and whether this is the right tool for it.  So I think on the 

endpoint side there's always been this notion of try and find the unknown malware.  But 

I mean when we really think about advanced attacks it's interesting to talk to red teams, 

which are basically teams that simulate attacks and figure out what they really do. 

Once they get inside, which is certainly often times a malware thing, but it can also just 

be an undereducated user who willingly installs something.  Now once they get inside 

how do they sustain control, how do they move, how do they ultimately accomplish 

their goal?  This often times looks more like a heist movie, a bank robbery of a vault 

where you have to go through a myriad of steps. 

The problem there tends to be that you don't have large volumes of nicely labelled data 

of these are bad things that you want to find.  So you can't necessarily take an approach 
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of simply looking - training up on your 30 million samples then figuring it out.  You 

are going to see a lot of things happen and you're going to have to divine truth out of it. 

What has happened basically in the industry that has moved us along, Anup is 

absolutely right, we sit on a lot more data, we have the processing capability to process 

a lot more data.  It becomes impractical at a certain point to have a user stare at this 

data, squint at it, and try and find patterns in it.   

Machine learning is very good at finding patterns, and depending on how complex the 

patterns are you may have to go from the spectrum of something like Naive Bayes on 

the one hand to deep learning, which Anup talked about, where you're really building 

up what have historically been called neural nets. 

So machine learning is this tool that can unlock patterns in large swathes of data and 

express them in a compact form and then allow you to hopefully, in real time, hopefully 

efficiently apply it to detecting something and making a decision. 

Roark Pollock 

So the last NetEvents I was at somebody expressed this concept of enterprise 

organisations just will not take action if they do not feel enough pain and I believe that's 

true.  But at the same time, I believe we can use AI to start to flip the equation and start 

to make our adversaries feel more pain.  What I mean by that is a lot of the investments 

in AI today are on how do I identify known bad malware, how do I identify known bad 

behaviours?   

But we are starting to take it and turn it on its head and say, let's use it to make our own 

infrastructure stronger.  The first panel today, they talked a lot about cyber hygiene, 

doing the basics, doing the basics well.  The more we can do that the more we can flip 

AI and use it to identify what's wrong with our own infrastructure, harden that 

infrastructure, make sure our vulnerabilities are patched. 

If we can do that we increase the pain level on our adversaries and make it more difficult 

for them to get into our environments but we also increase their cost curve or increase 

their cost benefit analysis.  So they may not choose to go after us with the same type of 

easy attacks and it's much more difficult and much more costly for them to go after us. 

John Michelsen 

I feel like the clean-up pitcher.  So the way we look at what approaches AI should be 

used for is basically a last resort.  If there is an if-then-else deterministic way of this 

crowd sourced intelligence, if there's a cloud based analysis that could be done that 

gives us an absolute answer then of course we would use those techniques.  We find 

that we need non-deterministic or AI machine learning, neural net, deep learning. 

We need those models where the math does not work, where we do not get to do an if-

then-else, if there is not a simple process, where there's a competence factor that we can 

apply given a training session, that sort of thing.  So AI is useful in areas that have 

heretofore not been solvable with simple if-then-else type logic.  That is how we think 

we extend our value proposition because we're able to cover additional types of things 
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we couldn't in the past, or deal with new problems like the mass amount of data, the 

increasing scale and all that. 

Certainly mobile is a great example of that.  So AI is really right now a last resort, we 

use when we can't use something that's more obvious and more deterministic. 

Mike Spanbauer 

Yes, so certainly some good points.  As far as the challenge we face it is another tool in 

the kit to offer us - bolster defences.  The users and the point the earlier panel made as 

well as we discussed this morning, the issue remains the interface between the chair 

and the keyboard in many cases.  Awareness training will only get you so far, AI is to 

augment and assist for this.   

But Ron, you mentioned one thing, if you're willing to share the measures to assist with 

that endeavour to be able to help end users be more cognisant of the risks and challenges.  

I'd be curious to know if you'd be willing to share the steps that you're already taking 

to assist with this capability particularly, so the measures with this [unclear]. 

Ron Green 

This is the SafetyNet piece again. 

Mike Spanbauer 

Yes. 

Ron Green 

So we actually do a lot to try and help our customers in the security space because if 

we can help them be more secure it actually protects the greater ecosystem.  So 

SafetyNet is just one of those things that we have.  I mentioned it before, it's where we 

actually apply analytics to all of the transactions that are happening with cards to detect 

when fraud is happening, especially when fraud happens in scale, it gives us an ability 

to help the victim company because they've been breached. 

It is their security systems and platforms have failed and we can come in and help them 

prevent further loss. There are other things that we're doing in the space of helping our 

customers.  We actually have a company that we acquired that is called NuData.  It 

allows us to better manage the identity of the cardholders that our customers have. 

So we don't actually issue the cards, the banks issue the cards, and we provide them 

with tools and capabilities like the ability to monitor the behaviour of the device that's 

associated with their customer.  This information we gather and we feed that back to 

our customers to let them know whether or not the devices, their mobile phones, are 

being consistently used in a way that's indicative of the same person that's supposed to 

be using the device.    

So Ron Green has issued a device or has a phone, he uses it for his bank transactions. 

But now another phone is trying to emulate or do things that touch on Ron's account.  

Well we can help provide our customers with that ability to know, hey, that's not right.  
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These are the reasons why we don't think that that is your Ron making the transactions 

that you are seeing because of these tools and capabilities that we provide our customers. 

Mike Spanbauer 

Thank you Ron, so a question for all in the panel and Gary we'll start down there.  So 

the AI holds incredible promise, we've witnessed what it has been effectively - it's 

getting data in data out challenges that we face today, where do you think it's heading 

in the next year?   

So let's keep it a little bit more practical, pragmatic, now computers are running the 

world and driving our cars and everything else.  But just where we're at right now with 

cyber and what it holds promise wise for the next 12 months, 24 months, what do you 

see on the horizon that artificial intelligence or some derivative thereof may lend to the 

industry? 

Gary Sockrider 

Well already we use pretty sophisticated modelling techniques that we've started since 

2010, we continue to refine those.  We find that our machine learning based detections 

have a lower false positive rate than our deterministic mechanisms.  So that was a huge 

shift. When we were able to be more confident in our customers, more confident in our 

machine learning AI based detection work, then what we thought was hard and fast, 

absolute, yes/no type deterministic approaches. 

So we're really proud of that and we think that goes forward.  We actually have 

additional work to do though.  There is human behaviour aspect that we have not 

addressed yet.  We currently - as I said, we're a nervous system on the device, so if I 

were to poke Roark here, his nervous system is going to feel it and we've got software 

that feels it. 

But we now need to know how he behaves in such a way that we can know whether 

he's behaving in a way that his phone was stolen or he's being actually told you've got 

to press your finger over the key, now I need you to log into your system, now I want 

you to go do this. So it's actually him doing it, it's not an attack per se from software 

but from a person. 

So there's all kinds of things that we're taking it and we think this is a year, 18 months 

out for us, so that's near term for us. 

Roark Pollock 

So it's interesting we talk about the promise of machine learning or AI or whatever we 

want to call it for us as an industry but I think it also holds a promise to our adversaries. 

It's a tool that can be used by both sides and at the end of the day this is potential for a 

stalemate if we're just using it to play a cat and mouse game.  I think the real promise 

for AI is in our ability to use it to increase the strength of our software, increase our 

operating systems, all of the tools that we use in our infrastructure, our networking, all 

of the pieces that we build up our infrastructure with.  If we can use AI to strengthen 
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those tools and those pieces then at the end of the day we end up with a much more 

secure infrastructure going forward. 

Oliver Tavakoli 

Yes, we started our journey around five years ago on this front too and we've build our 

system from the bottom up.  So we started basically looking for what types of 

behaviours are useful to attackers?  So again stand back, squint, don't get predisposed 

towards a particular tool.  If you want to remote control a machine from the outside you 

can do that with Poison Ivy, you can do it with WebEx.  So stand back far enough and 

squint hard enough that you recognise the patterns of use. 

So we start there.  Then the next layer up from that that we spend time on is really 

fingerprinting that we saw on the inside of the network so we could construct narratives.  

So it's like, okay, you're seeing these sets of behaviour over a window of time, now 

what is really going to preoccupy us over the next 12 to 18 months is taking all the 

disparate sets of shady behaviours that we see out of different assets in these 

environments and connecting them into an attack. 

Because we know from experience that when an attacker gets inside they comprise 

multiple machines, they have 10 machines, 15 machines at their control.  So can we 

correlate stuff enough that we can effectively say, here's the attack, the entire narrative 

of the attack, all the assets involved, in one bundle?  Without what we've had to 

historically do which is to have people write logic inside of customer environments to 

basically do that. 

So that's the journey for us.  It's the individual behaviours, getting better at finding those, 

but then the correlative layers above that to reduce the noise and to build more of a 

narrative that is understandable to the carbon-based life form sitting in front of the 

keyboard. 

Anup Ghosh 

So I'd like to build on Roark's comments on the adversarial side.  In the tech industry 

they say necessity is the mother of invention and I think tech companies, security 

companies are being dragged into adapting forms of AI, particularly machine learning, 

because of its ability of pattern recognition very well.  However, I think what's really 

the driver here, if necessity is the mother of invention for the tech industry, I think 

money is the driver for adoption of AI and machine learning on the adversarial 

cybercrime side. 

I think that's what we'll see in that time period we're talking about, 12 to 18 months, we 

will see rapid adoption of machine learning for adversarial purposes.  For example, we 

know spear phish campaigns drive a lot of cybercrime and if you're in that business 

you've got infrastructure for developing botnets, you're leveraging micro targeting for 

malvertising, you're automating so much of this process and you are looking at 

conversation rates. 

Ransomware is a conversion rate problem. So to the extent you can use machine 

learning to craft really good campaigns, whether it's Twitter, Facebook, email, to get 
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humans to click on links and the evidence is out there that actually machine learning is 

far better at crafting emails and Tweets that get humans to click on these.  You will see 

that rapid adoption. 

I think in turn, security companies which fight these bad guys will also have to adopt 

machine learning.  Now you have an AI on AI scenario and it will also propel us forward 

to adopt machine learning for real time.  So it won't be just enough to extract the pattern 

and say, here you go analyst, think about this.  You will have to react at machine speed 

as well. 

That's a little bit further forward than 12 to 18 months but I do think we're rapidly 

moving to a space where human [interloop/in the loop] will become very, very difficult 

as you get adversarial machine learning based attacks that move that machine speed.  

Sorry, I know there's a lot of tech in there. 

Gary Sockrider 

So keeping in the spirt of your question and looking in the shorter time horizon, 12 to 

18 months, let's start with the facts today.  Machines already outnumber humans.  

Connected machines already outnumber humans.  So if we're going to keep up we have 

to leverage those machines.  There is never going to be enough people to manage and 

monitor all the bad things that can happen and all the things that can be done with those 

machines.  

So when I look at how we can leverage this whatever you want to call it, machine 

learning, automaton, artificial intelligence, what we can do today we can use it to help 

us process these vast amounts of information, the vast amounts of data.  We can target 

the places that we know are being exploited every single day.  You heard the previous 

panel up here repeating multiple times the vast majority of damage that gets done, the 

way that people - or the bad guys get into the networks.  

It's the old techniques, it's the well-known problems, it's the weak passwords, it's the 

lack of property security policies and procedures.  Almost all of that it's so well-known 

we can automate it, we can deal with all that, we can let the machines take care of all 

that.  We can go find the weaknesses, we can plug the holes, and we can do that stuff 

today.  In many, many cases we're just not bothering to do it. 

I think the gentleman here gave an example of a security consultant firm who does not 

have best security practices for their own company, for their own employees.  This is 

not difficult.  So that's where we have the opportunity to do in the short term.  In the 

longer term, and we 're all talking about this, so we're working on what is next? 

What are the more advanced solutions that we can do and how can we take advantage 

of this artificial intelligence to move beyond what humans are capable of doing today.  

That's the goal, that's where we're all looking to get but I think there's a huge amount 

that we can do to improve right now, that we can do today. 
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Ron Green 

So a path we're on is if you research it, the John Hopkins Advanced Physics Lab has 

done a great deal of work on integrated adaptive cyber defences.  It's where your 

company essentially integrates the response of all of the security capabilities and 

controls within your environment.  So we're on a path for that integration with our 

security technologies. 

What the John Hopkins research has proven is that it can take the response time that a 

human has, say if it takes my team an hour to clean up an individual phishing malware 

attack, that can take place in a matter of seconds or even a minute.  So essentially, it 

cuts the time to react into a hundredth of what it actually takes nowadays with your 

people. 

We are on the path for doing that in our organisation.  But the next step from that is to 

have our environments, my company's integrated cyber defence applications be able to 

connect with or talk to another company's integrated adaptive cyber defence platform.  

So if my platform learns to respond to a particular attack it shares that information with 

the other company's platform. 

So if that company's platform sees that attack it then knows what another platform is 

using to defend itself and it will look at the controls that it has to see if it can then apply 

those same controls.  So that's the second part, that sharing at machine speed the 

learning from environment to another one, that's more of a long term or next step thing.  

But really in the short term, getting that automation to relieve the amount of work that 

my teams have to do every day, having our AI platforms actually drive that for us, that's 

our next step. 

Mike Spanbauer 

Thank you Ron, and do I have time for a question or two?  So microphones walking 

around. 

Audience Q&A 

Pam Baker, Freelance Journalist, PC Magazine; Institutional Investor magazine; 

InformationWeek;, CIO; President & CEO magazine; eCommerce Times; 

Linux.com; IT World 

My name is Pam Baker, I'm a freelancer for about 30 different publications, about a 

third of those are security and AI oriented and so I'm from the US.  My question is, are 

you looking at currently using or predicting a future use of predictive analytics 

alongside AI or as part of the AI model to predict next vulnerabilities in infrastructures 

or are you relying on catching them as they happen? 
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Mike Spanbauer 

So reactive versus predictive. 

Gary Sockrider 

So the answer I think - well I know my answer is, yes.  So I know I just finished talking 

about dealing with the known problems but that's certainly not the future where we want 

to get.  We've already begun the process of using analytics and predictive analysis to 

find threats that don't exist yet.  So we know what's possible but maybe it hasn't been 

exploited yet. 

So this is a huge area of interest and research for us, to understand what could be done 

but hasn't been done yet.  That's not just based on today's technology but based on what's 

coming as well. 

Pam Baker 

Yes, and as a follow up to you and to anyone else on the panel, when you foresee that 

AI versus AI stalemate do you see predicative analytics having a role in breaking 

stalemate?  I mean I don't see how humans could so how do you see dealing with that? 

Oliver Tavakoli 

I mean I think on the predictive side there are two notions of predictive.  Just to clarify, 

there's the notion of trying to predict what other vulnerabilities we have that haven't 

been exploited.  There's a separate notion of trying to predict where an attacker will go 

next.  I think the latte is somewhat easier in the sense that as you build up data sets 

where you have seen attacks play out, when you see the first two strokes, it's like seeing 

the first two chess moves.   

You kind of have a sense of where this is likely to go in terms of the game of percentages.  

In terms the AI versus AI side, I think we're fundamentally too far removed from it at 

this stage to predict what will break the stalemate.  In some senses it's like all war, the 

side that not only has great tooling, not only has great technology, not only has a 

capability of using it but also has a capability of suppressing any qualms about using it 

in as a destructive way as necessary. 

Often time we'll win and so this is where generally defenders are in a less good situation 

because you're defending your home turf and the attacker is attacking you on your home 

turf.  When the attacker will often times have very few qualms about collateral damage 

and yet you, since it is your home turf, will have those qualms.  So this is an age old 

conundrum in terms of all kinds of physical battles and it translates into cyberspace as 

well. 

If you cannot really - if you don't know who the attacker is and you cannot strike back 

in their home territory, if you're purely defending yours, you will always be at a 

disadvantage and it will be hard to win that in an AI battle.  So figuring out how to 

strike an opponent, not just in terms of stopping their offensive forces, but actually 

hitting them where it hurts is the problem. 
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Mike Spanbauer 

So we've got one more question up here in the front I want to [unclear] please. 

Davey Winder, Contributing Editor, The Times, SC Magazine, and IT Security 

Thing 

Yes, Davey Winder from the UK representing The Times, SC Magazine, and IT 

Security Thing  We all know that the attackers are coming with ML, AI, however you 

want to describe it but could you perhaps let us know from your experience what you've 

seen of threat actors using ML at the moment and what you expect to see in the next 12, 

18 months. 

John Michelsen 

Let me just start off.  ML or other AI technology is agnostic to its use.  So people will 

use ML to defend their networks and on the other side of the coin where people are 

making money they will use ML to get better and more efficient at stealing people's 

credit card information for example.  So what we're seeing now is exploratory work and 

how do you develop better phishing campaigns that you get over a 20 per cent click 

through rate. 

So if I can get to a 40 per cent click through rate I've made money.  Likewise, there 

have been a lot of technology innovations in software testing including machine 

learning to find vulnerabilities in software.  So really big software houses use this 

technology, the same kind of technology can be used to find vulnerability in other 

people's software, so you can exploit it. 

I don't think it's mainstream yet, I do think people who are looking at industrialising 

hacking for commercial purposes will definitely use this technology because it makes 

them far more efficient.  If you're a nation state you're already using this technology 

because you're trying to find [O-days].  So I think it's not too hard to look forward and 

say, hey, in the next 12 to 18 months use ML to find vulnerabilities and O-days.  Use 

ML to develop better phishing campaigns.  Beyond that I think there's - a lot of us 

probably have ideas. 

Roark Pollock 

The unfortunate part is that we haven't seen a lot of it because it's so easy for people to 

get into our networks because we don't do a good job today of defending our networks 

and protecting our networks.  The easy stuff still works and so we haven't forced them, 

the adversaries, to have to adopt ML or any other advanced techniques to get in. 

Oliver Tavakoli 

Yes, I mean I think it's hard to know whether we have seen a lot of it because we just 

see the end result.  An exploit arrives, do we really know it's lineage in terms of whether 

it was developed with ML or whether it was developed in a more traditional way?  I 
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think we care only in as much as ML comes along and automates that process, what 

we're basically talking about is being aware that there is a tidal wave of it heading our 

way.   

So if we get signs, if we get signs of that automation being in effect it basically means 

that the game, in terms of quantity and scale and speed, is going to get upped by a 

couple or orders of magnitude and really that's the preparatory thing that we have to do.  

We already see a lot of people playing around with things like Virustotal where you 

have huge archives of malware and you have engines that basically are run against that 

malware.   

So now I can start to figure out how do I need to construct something that can weave 

the right kind of serpentine path through a set of defences?  So that is quite likely already 

happening.  At the end of the day what do we get, we just get an exploit kid that happens 

to weave through defences. 

Anup Ghosh 

So to your point, ML or not, that already happens quite a bit. 

Ron Green 

I do think with the controls that - as we roll out AI or machine learning in more of the 

practices that we use to protect our environments, the adversaries will have to and more 

frequently use those techniques to try and defeat what we put in place. 

Mike Spanbauer 

Thank you everybody. So obviously, a very exciting topic, we're all quite passionate 

about working in this space.  Go and seek us out afterwards and I appreciate your time 

so far.  Thank you all on the panel and thank you for listening. 

 

[end] 


